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Congestion control algorithms (CCAs) used by transport protocols like TCP or QUIC are usu-
ally designed and evaluated using the following performance metrics: throughput, round-trip time
(RTT), fairness, and link utilization. While these metrics are important, especially for network
operators, they are not sufficient to describe the latency actually perceived by the users.

Let’s consider a case where a user sends a request to a server using a TCP connection and then
waits for the response from the server. One example is when a user sends an HTTP request via
a web browser to a web server and then waits for the requested web page. The user-perceived
latency (UPL) mainly consists of the following four delays as illustrated in Fig. 1, assuming that
the time for the server to analyze the request and generate the response is zero.

• 1) Wu = the delay that the request waits
in the TCP send buffer at the user until
the congestion window allows.

• 2) F = the time for the request to travel
from the user to the server (i.e., forward
direction).

• 3) Ws = the delay that the response waits
in the TCP send buffer at the server until
the congestion window allows.

• 4) B = the time for the response to
travel from the server to the user (i.e.,
Backward direction).
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Figure 1: User-perceived latency

That is, UPL = Wu +F +Ws +B. Note that Wu depends on the congestion window of the forward
direction and Ws depends on the congestion window of the backward direction of the transport
protocol.

In this paper, we propose to use UPL as a new performance metric for designing and evalu-
ating transport protocols and specifically the congestion controller that they use. Intuitively, UPL
describes the overall latency perceived by a user. For the above example, RTT = F +B. That is,
RTT only captures the latency inside the network, whereas UPL captures the latency both inside
the network and at the hosts (i.e., user and server). Depending on the congestion in the forward
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and backward directions, Wu or Ws or both could be high, and therefore UPL could be much higher
than RTT.

One example of a congestion control algorithm that tries to reduce buffer bloat on the network is
BBR. It periodically measures minimum network RTT and adjusts the sending rate to avoid filling
up the bottleneck buffer. While this is great in keeping the buffer bloat to a minimum, but it could
still inflate the UPL if this leads to buffering on the device. While one can argue that buffering on
the network is worse than buffering on the device, but both these could lead to an increase in UPL
which is what matters to the users. So, if we make UPL as one of the quality metrics for CCAs,
this would promote better design of CCAs to measure what the actual user experience would be
like.
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